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Executive Summary 

 

BRIDGING THE GAP is a 24 month duration project funding from the European Union’s Erasmus+: 

KA220-YOU under Grant Agreement 2021-1-EL02-KA220-YOU-000028780.  

The overarching objective of the BRIDGING THE GAP project is to provide a holistic approach beyond 

a classical skill-matching system to a system that will bridge the gap as to who are the underprivileged 

and why are they underprivileged and how education and skill improvement will benefit them. 

The main purpose of this document is to a report the progress of the BRIDGING THE GAP project during 

the deliverable 2.5. More specifically, in the previous deliverables we covered the design and 

implementation of the annotator prototype software modules, involving the annotation of Curricula 

Vitae (CVs), Job Vacancy descriptions (JVs) and Units of Learning (UoLs), respectively in Deliverables 

2.1, 2.2 and 2.3. This deliverable, being the final deliverable of this Project Results, reports on Project 

Results 2 findings that study the back-end of the proposed solution, i.e. the intelligent machine that 

matches CVs and JVs, CVs and UoLs, JVs and UoLs. Project Results, in general, focuses on stakeholders 

and use cases that serve them. In this deliverable we describe how we handle the data inferred from 

the annotators and regarding stakeholders. We establish a lexical common ground, within the context 

of which we integrate the acquired data and interlink them through semantic relations. We aim to 

deliver a unified intelligent machine with the capability to semantically match candidates, jobs and 

courses, and the intelligence to bridge the gap between the labour and educational market.  
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1   Introduction 

1.1 Purpose of the document 

The purpose of this document is to present the progress of the project during the second 

implementation phase regarding the implemented research activities as they are reported in Project 

Results 2 (deliverable 2.5).  

1.2 Intended audience 

The intended audience of this document consists of the following target groups: 

 BRIDGING THE GAP project partners and the Project Officer at the National Agency 

 Young people, especially on the Balkan area, that are interested in skill building/matching 

 Labour market actors 

 Universities, course providers 

1.3 Work Package Objective  

The current deliverable 2.5, part of Project Results 2, analyses the back-end of the proposed solution, 

i.e. the intelligent machine that matches CVs and JVs, CVs and UoLs, JVs and UoLs. It reports on a 

machine with the business intelligence to bridge the gap between labour and educational market (e.g. 

propose solutions, courses, etc.). This machine also have the capability to semantically match the CVs, 

jobs and educational courses. More specifically, Project Results 2 are related to tools development and 

integrations with external systems & semantic intelligent bridging. For this purpose, all related 

deliverables including the current 2.5 focus on stakeholders, use cases serving them and building simple 

user interfaces through prototypes. These prototypes serve as proof of concept that CVs, job 

descriptions and courses can be annotated with semantics from standard specifications like ESCO. 

Moreover, we focused on technical issues and developed the back-end of our solution, an intelligent 

module that matches CVs and job, CVs and courses, Jobs and courses. The rules behind it are coded 

into this module. Towards this direction, we provide to the public a glass box interface explaining the 

way the match occurred. Moreover, we incorporate an intelligent software component in order to better 

guide and support at EU level the validation of non-formal and informal learning should be further 

pursued especially with regards to the validation of learning acquired through digital resources. 

1.4 Structure of the document  

In chapter 2, this report describes the theoretical context, within which our approach is implemented. 

We briefly describe the concepts of the Semantic Web and the Linked (Open) Data, the Ontologies that 

outline the Semantic Web and, ultimately, we elaborate on the ontologies we used in our work, along 

with the tools to implement them.  

In chapter 3, this report presents the data context that constitutes the infrastructure of our approach, 

the common semantic vocabulary between CVs, JVs and UoLs: Skills, Occupations and their in between 

relations, as described and assigned by the European Skills, Competences and Occupations framework. 

Furthermore, we present the technical solution implemented in order utilize them, and the way of 

interpreting them in order for them to be beneficial for our goal. 
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In chapter 4, this report discusses on the domain of information retrieval from stakeholders’ data. We 

develop a solution in order to interpret them, store them and utilize them efficiently, and, ultimately, 

interconnect them to the semantic context we described in Chapter 3. 

In chapter 5, this report discusses the infrastructure of the unified intelligent machine, as well as how 

it deployment into production and its capabilities of interoperability. We describe the architecture of our 

final, operational application, along with the means and methods necessary to one wanting to access 

it. 

In Chapter 6, this report describes the infrastructure of the API, the way it was deployed along with 

some details about the technology that is involved, and, ultimately, the syntax and functionality of the 

endpoints available. 

Finally, in Chapter 6, this report concludes the findings. 
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2 Theoretical Framework 

Our approach revolves around the implementation of an infrastructure that facilitates the 

communication between the three stakeholders: the EU citizens (Job Candidates), the EU Companies 

(Employers) and the EU Educators (Educational Agents). In order to tackle the issue of interconnecting 

CVs, JVs and UoLs, we based our approach upon concepts of Linked (Open) Data and the Semantic 

Web. Interlinking these three entities through the Skills they incorporate and via a common vocabulary, 

constitutes our integral design axis. An abstract depiction of the three-way communication needed to 

be established is depicted in Figure 1. 

 

 

Figure 1: Communication between the Stakeholders. 

 

In this Chapter, a brief description of the aforementioned concepts ensues, along with an analysis of 

their intrinsic operational compartments and the software tools enabling their utilization, in order for 

the reader to acquire a context of our implementation described in the following chapters. 

2.1 Semantic Web and Linked (Open) Data 

The Semantic Web is a concept involving the interconnection of information through the World Wide 

Web. To achieve that, the semantic metadata of each piece of information needs to be encoded in a 

way that it can be both adequately described while retaining its uniqueness in the web, as well as able 

to be linked through its described features to other pieces of information to whom it relates to some 

manner. The implementation of the concept of Semantic Web would result in link generation between 

sets of data readable, not only by human, but also by machines. The term, along with some context 

and concept framework, was initially coined by Tim Berners – Lee et al. [2]. 
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Linked Data is an integral concept to the operation of the Semantic Web. It incorporates a set of 

practices and rules applied while publishing or accessing information on the global information web. 

These rules have been outlined in Tim Berners – Lee’s 2006 work “Linked Data - Design Issues” [3], 

and namely are: 

1. Utilization of URIs as names for things: The Uniform Resource Identifier (URI) is a universal 

identification system utilized for naming anything on the Web, from real world entities to 

abstract concepts. Therefor, appointing a URI to an entity uniquely identifies it in the Semantic 

Web. 

2. Utilization of HTTP URIs in order for people to be able to access those entities: The HTTP 

protocol provides a mechanism able to retrieve any concept described by a URI. 

3. When someone looks up a URI, provide useful information, using the standards (RDF, SPARQL): 

In order for us to be able to use the URIs efficiently, we should use (and they should abide to 

the principles of) RDF and SPARQL for querying. RDF and SPARQL will be described later on 

this Chapter. 

4. Include links to other URIs so that they can discover more things: It is crucial to our newly 

published information to the Web to be interlinked with existing information, in order for it to 

be incorporated to the Semantic Web, and consequently act as a reference for newer 

information in the future. 

When data can be freely accessed, used and distributed by anyone, they are then called Open Data. 

Linked Open Data (LOD) is the result of incorporation of the set of rules regarding the implementation 

of Linked Data on Open Data. 

By interlinking Data in graph databases, we enable further information deduction into knew knowledge 

from existing data. 

2.2 Ontologies 

An ontology is a standardized representation of information utilized to describe an entity on the 

semantic web, by describing in extent its features, properties and relations to other entities within the 

context, or field, it exists. 

Within an ontology exists a hierarchical structure of abstract – initially – definitions, that progressively 

get more specific in order to describe and contextualize entities. The Resource Description Framework 

[4] (RDF) acts as the point of reference for the majority of the existing ontologies. The Web Ontology 

Language [5] (OWL) is a set of knowledge representation languages, characterized by formal semantics 

and purposed towards describing entities defined by the RDF, along with their relations to other entities. 

The RDF is standard designed to represent information in the Web. It is comprised of concepts and an 

abstract syntax, and includes design goals, key concepts, datatyping, character normalization and 

handling of URI references. Its key concept for data representation is a Graph Data Model, describing 

information in triples: a subject, an object and a predicate (or property). Subject and object are 

connected via the predicate. These relations are always directional, pointing from the subject towards 

the object. Therefore, the vertices of the RDF graph are the subjects and objects, and the predicates 

are its edges. The assertion of an RDF triple says that some relationship, indicated by the predicate, 

holds between the things denoted by subject and object of the triple. The assertion of an RDF graph 

amounts to asserting all the triples in it, so the meaning of an RDF graph is the conjunction of the 

statements corresponding to all the triples it contains [6]. Finally, RDF supports certain datatypes in 
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order to represent values such as integers, floating point numbers, dates, boolean values, 

alphanumericals, etc.. 

One of the standard languages that are able to define and describe and RDF graph is the Terse RDF 

Triple Language [7], also known as Turtle or TTL. It shares a grammar for representing triples with 

SPARQL Query Language, utilized to query an RDF graph. 

Due to the versatility of the information in the Web, as well as the different context they may belong 

to, there exist more than one ontology namespaces - or “Schemas” as they are called – in order to 

describe them accordingly. The Simple Knowledge Organization System [8] (SKOS) constitutes a 

common data model for sharing and linking knowledge organization systems via the Semantic Web. 

With those in mind, we proceed into detailing some of the Ontologies and Schemas that where utilized 

in our implementation, in order for the reader to familiarize themselves with the technological context 

of our work. 

2.2.1 Resource Description Framework Schema (RDFS) 

The RDFS is a data-modeling language that can be used to define the vocabulary to be used in an RDF 

graph. It is used to indicate the specific resources and their properties to describe a relation between 

two entities, and the relation itself. Its concepts (classes, properties) are themselves provided in the 

form of an RDFS vocabulary. The RDFS essentially constitutes a semantic extension to the RDF. 

2.2.2 ESCO 

ESCO [9] is a European multilingual classification for Skills, Competences and Occupations. As a 

framework, it provides a means of describing, identifying and classifying professional occupations and 

skills relevant to the European labor market, training and education. The concepts described can be 

interpreted both by humans and machines, and can be utilized in an effort to match job-seekers to 

available jobs based on their skills, official qualifications, received training, etc. 

In its latest iteration, the framework includes 3008 Occupations [10] and 13890 Skills [11], translated 

in 26 European languages, plus Arabic, providing a common vocabulary on skills and occupations to be 

used by every potential stakeholder involved in the process. Apart from connecting job-seekers to job 

vacancies, it can be further utilized by educational agents that aim to adjust their services provided to 

the needs of the current labor market. 

The aforementioned classification is openly provided to the public in the form of either Comma 

Separated Values files (CSVs), Open Document Spreadsheets (ODSs) or RDF TTL Graphs. The Skills 

and Occupations included are provided in the form of a URI, hosted by the ESCO domain. Therefore, 

the subsequent data are considered LOD. 

In order to describe the entities included, as well as their in-between relations, ESCO implemented an 

ontology [12] purposed for this exact reason. To begin with, the internal concepts of the ontology are 

connected to external taxonomies through the use of SKOS. Through hierarchical classes, the ESCO 

ontology describes Skills, Competencies and Occupations by appointing them to a URI and relating 

them to preferred labels to be called – as well as alternative ones – thus making them human readable. 

Moreover, every Skill, Competency or Occupation is linked to a short description, rendering them more 

comprehensible within their context. Ultimately, the framework interconnects Skills and Competencies 

based on their ability of transition from one to another, and Skills to Occupations with the primary 
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criteria in this occasion being the grade of their necessity to each Occupation. The resulting graph 

contains a little over of 8.3 million triples, regarding the aforementioned in 27 languages. 

2.2.3 FOAF and SARO 

The Friend-of-a-Friend [13] vocabulary (FOAF) is and RDF based dictionary of named properties. It is 

commonly used in the Semantic Web as a means to describe a person, a group of people, or some 

types of documents relating to the two aforementioned. The consequent result of FOAF is a description 

of a network of people. Some of the core features of FOAF – Classes defined entities are “name”, “title”, 

“surname”, “knows”, etc. 

The Skills and Recruitment Ontology [14] (SARO) is also an RDF based ontology, purposed towards the 

professional domain. Through its classes and properties, it is able to describe occupations, skills and 

recruitment. Although its infrastructure and content is primarily based upon ESCO, it differentiates from 

it by providing capabilities of job posts description (role, title, sector, etc.), the essential skills required 

for it, proficiency level required for each skill, as well as estimating and handling the skill gap between 

a position and a candidate for it. 

These two ontologies, due to their content and their abilities to describe a person from a professional 

point of view, as well as a job offer, or a training (educational) agent, proved to be essential to our 

approach. 

2.3 SPARQL 

Creation, access and modification of RDF (Turtle) Graphs can be achieved through the use of SPARQL 

[15]. SPARQL is the standard query language for handling LOD and storing triples of entities. Apart 

from it operating as a query language, SPARQL constitutes an HTTP-based transaction protocol for 

Linked Data transmission through many Graphs’ endpoints simultaneously. 

Similarly to SQL, SPARQL contains capabilities for querying required and optional graph patterns along 

with their conjunctions and disjunctions. Its instruction set shares many similarities with the one 

comprising SQL-like DB-oriented language. Examples of common reserved words are SELECT, INSERT, 

ORDER BY, GROUP BY, etc, providing the same utility to a query in both languages. However, SPARQL 

operates under a different syntax than SQL-like languages, since it is required to access Graphs and 

not tables and (relational) databases. SPARQL syntax therefore revolves around triples and the relations 

they represent amongst entities. 

Below follows a short example in SPARQL. Through this query, we obtain all names mentioned in Tim 

Berners – Lee’s FOAF file: 

PREFIX foaf:  <http://xmlns.com/foaf/0.1/> 
SELECT ?name FROM NAMED <http://www.w3.org/People/Berners-Lee/card> 
WHERE { 
    ?person foaf:name ?name . 
} 

 

The result obtained by an SPARQL query can be either part of a graph (as in the case above), a 

subgraph of the initial graph containing subjects, objects and predicates, or even a whole graph. 

An RDF Graph “database” – or a Triples Database (TDB) – can be host, operated and managed through 

relevant Management Servers. A system as such is Apache Jena Fuseki [16] that constitutes a SPARQL 
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server, able to run as an operating system or a standalone server. Fuseki provides the SPARQL 1.1 

protocols for TDB querying and updating, as well as RDF Graph storage protocols and capabilities. 

Finally, in order for any user to remotely access the TDB, a proxy server (Apache, Nginx, etc.) can be 

set-up in order to handle queries and manage workload. 
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3 Skills and Occupations 

In our work, we utilize Skills and Occupations as the common factor outlining the content of CVs, JVs 

and UoLs: job candidates (CVs) have skills and occupations, jobs (JVs) require skills and are similar to 

specific occupations, courses (UoLs) offer skills that are related to occupations. The ESCO vocabulary 

constitutes the lexical common ground between the three stakeholders, as it is already apparent 

through our annotators implementation in Deliverables 2.1, 2.2 and 2.3. 

In this Chapter, we describe the core features of the ESCO provided graph and API before going on 

presenting the implemented queries to it in chapter 5. 

3.1 ESCO Graph 

As mentioned earlier within this Deliverable, the ESCO provided graph includes a little over of 8.3 million 

triples regarding 3008 Occupations and 13890 Skills. Both Skills and Occupations are hierarchically 

organized into several categories. Each category – and the ones it includes – comes with a short 

description along with URIs regarding its “mother” category and its children (if available). ESCO defines 

these relations as “border” and “narrower” concepts. For example, the Skill called “create semantic 

trees” follows the category “path”: 

S – Skills / S2 – Information Skills / S2.2 – Documenting and Recording Information / S2.2.0 -  

Documenting and Recording Information / create semantic trees 

In our implementation there was no evident need to take this hierarchy into consideration, as it offered 

no essential benefits. 

Regarding Skills, the ESCO Schema divides them into four groups: “Knowledge”, “Language Skills and 

Knowledge”, “Skills” and “Transversal Skills and Competences”. The division is in line with the context 

of each Skill. This division also provided no evident benefit to our implementation, thus it was also not 

taken into consideration: we perceive all available skills as in a unified category. Assuming the 

aforementioned, every Skill is described by ESCO through a set of features, the most essential of whom 

are the URI representing the Skill in the Semantic Web, its preferred label, alternative labels that the 

Skill can also be mentioned as, and finally a short description of the Skill. 

Regarding Occupations, even if they do follow a hierarchical classification of categories and 

subcategories as Skills do, they all belong into a single unified group. Similarly to Skills, they are also 

described by features, with the most essential ones sharing titles with the ones related to Skills: URI, 

preferred label, alternative labels and description. 

Skills and Occupations are interconnected through necessity. A Skill can either be Essential or Optional 

to an Occupation. Consequently, every Occupation has a definite set of Essential Skills and Optional 

Skills. The grade of necessity of each Skill to its related Occupation is defined by ESCO, and in our work 

we do not contest it. 

3.2 ESCO API 

ESCO regularly provides the aforementioned graph and its data through an API Service [17]. This 

service can either be Local [18] or Web Based [19]. The Web Based is hosted on an ESCO server and 

provider. The Local version can be downloaded for free from ESCO’s website and is able to run locally, 

either on a personal computer or a server, thus enabling interoperability through an implemented 

service. 
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The provided service is essentially a RESTful [20] API [21], allowing access to content through HTTP 

requests. Its endpoints involve, and are not restricted to, 

 Concept acquisition by Scheme and URI 

 Occupation acquisition by Concept Scheme or URI 

 Skill acquisition by Concept Scheme or URI 

 resource acquisition based on its relation with a known entity (URI) 

 resources acquisition via plain text search 

 resources acquisition via preferred or alternative labels 

 descriptive features of a Skill/Occupation acquisition via URI 

Each version provides similarly the same capabilities to their user, with the Local version exceeding the 

Web Based in terms of performance. Our implementation utilizes the majority of those features in 

concept, without, however, making use of any of those API variations. 

In our initial iteration of the implementation we utilized the Web Based version. The result was a 

lightweight module, sending HTTP requests and handling the responses and the data received. 

However, once we were past the initial prototype and there was a need for a significantly higher volume 

of requests per minute, the restriction imposed generally by the API created a bottleneck of information. 

Thus, in our next iteration we moved to the Local version, deploying in on the same development 

environment as our software module prototype was. 

As expected, the Local version of the provided API exceeded the Web Based in response times, along 

with removing the bottleneck on requests per minute. However, maintaining it as an extra process 

imposed an, avoidable, computational burden on the host system. 
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4 Curricula Vitae, Job Descriptions and Units of Learning 

Having established a robust infrastructure with accessing and handling capabilities to Skills, Occupations 

and their interconnection, we are able to proceed into developing the means to correlate the data 

exported from the CVs, JVs and UoLs. 

Our approach involves the integration of these data into the existing RDF TTL graph, with the common 

link being the Skills and Occupations they are related to, taking into consideration this relation to each 

case. 

In the following paragraphs, the structure of those data is described, the method of integration, their 

relation to the rest of the graph’s entities and in the following sections the queries developed for this 

purpose, along with some functions developed regarding the relation between CVs and Occupations, 

CVs and JVs, and UoLs and CVs. 

4.1 Data Integration: CVs, JVs, UoLs 

As was described in Deliverables 2.1, 2.2 and 2.3, the annotators involving the extraction of Skills from 

CVs, JVs and UoLs accordingly, output a skillset and an occupation-set related to the type of 

input/stakeholder. Apart from Skills, a defined set of features are assigned to each entity based on its 

nature. These features are as follows: 

 CVs: 

o name: the name of the candidate. 

o skills: the set of Skills, as exported from the annotator. 

o occupations: the set of Occupations, as exported from the annotator. 

o language: the language the CV is written in 

o uri: The URI/URL indicating to the CV. 

 JVs: 

o job_title: the title assigned to the vacancy by the employer. 

o publisher_name: name of the employer / company that posted the vacancy. 

o skills_required: the set of skills required by the position, as exported from the 

annotator. 

o occupations_related: the set of Occupations related to the vacancy 

o language: the language the Vacancy’s description is written in 

o uri: The URI/URL indicating to the JV. 

 UoLs: 

o uol_title: title of the UoL/course, as provided by its publisher. 

o publisher_name: name of the educational agent providing the UoL/course. 

o skills_provided: set of skills provided by the UoL upon completion 

o occupations_related: occupations related to the UoL’s content 

o uri: The URI/URL indicating to the UoL 

o language: the language the course’s description is written in 

 

For the language feature in each resource type mentioned above, there are four possible values, one 

for the ethnicity of each project partner and English. These values are, English (en), Greek (el), 

Romanian (ro), Bulgarian (bg). 
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The final feature assignment is streamlined along with the annotation process through Python functions, 

specifically designed for each type of stakeholder, resulting in a Python dictionary for its entry. Upon 

completion of feature assignment, these dictionaries are converted into JSON arrays and stored with 

the appropriate queries into the RDF TTL Graph. The queries involving storage are described in the 

upcoming section. We further decided to implement and include a set of functions conducting this 

operation in batch, given the directory path where the accumulated data of each stakeholder are stored. 

Regarding the relations of information included into CVs, JVs and UoLs and how it is interconnected to 

the Skills and Occupations included in the graph, the connection was conducted with the assistance of 

Concepts provided by the RDF, RDFS, FOAF and SARO ontologies. The relations are described via 

SPARQL syntax and through the relevant ontology vocabulary as follows: 

 CVs: 

o <cv_uri> rdf:type saro:User. 

o <cv_uri> foaf:name <name> 

o <cv_uri> saro:hasSkill <skill_uri> 

o <cv_uri> saro:relatedTo <occ_uri> 

o <cv_uri> esco:referenceLanguage <language> 

 JVs: 

o <jv_uri> rdf:type saro:JobPosting 

o <jv_uri> foaf:name <job_title> 

o <jv_uri> saro:Recruiter <publisher_name> 

o <jv_uri> saro:requiresSkill <skill_uri> 

o <jv_uri> saro:relatedTo <occ_uri> 

o <jv_uri> esco:referenceLanguage <language> 

 UoLs: 

o <uol_uri> rdf:type saro:TrainingResource 

o <uol_uri> foaf:name <uol_title> 

o <uol_uri> saro:EducatororTrainer <publisher_name> 

o <skill_uri> saro:acquiredVia <uol_uri> 

o <uol_uri> saro:relatedTo <occ_uri> 

o <uol_uri> esco:referenceLanguage <language> 

 

Upon the incorporation of the data to the graph, the graph can serve queries regarding both Skills and 

Occupations from ESCO, as well as queries involving the data of the stakeholders. The latter are 

described in the upcoming section. 
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5 SPARQL Queries 

Due to the performance and scalability it offers, we decided to deploy the RDF TTL graph provided by 

ESCO involving Skills and Occupations to an Apache Jena TDB. In order to query the graph, we designed 

and implemented a software module tasked with handling predefined queries that cover the expected 

use cases, executing utility tasks involving data conversion, managing the data received by the queries 

and, ultimately, redirecting the inferred information from the data to the appropriate resource. This 

module was implemented in Python, due to the task’s dependency on data handling. 

The incorporation to the graph is conducted via SPARQL queries, following the same technical method 

and tools as described in the previous Chapter. The queries are included in wrappers handling the 

overall request to the TDB, by executing the query, formatting the result appropriately and redirecting 

it accordingly. The queries are executed through the SPARQLWrapper [22] Python framework. 

With the utilities provided by the API features elaborated, we can proceed into describing the 

implementation of the SPARQL queries. The queries implemented are grouped for convenience into 

four categories as described in the following subsections. 

5.1 Basic Operations 

The queries that fall into this group implement the basic operation needed by our database. Follows a 

list with them and a short description for each one regarding its functionality and its goal. 

 Get URLs from Preferred Labels: Give as input a list with the preferred Labels of some 

Occupations or Skills and the language they are in, you get as output their corresponding URLs. 

 Get Preferred Labels from URLs: Give as input a list with the URLs of some Occupations or 

Skills and the language you want the output in, you get as output their corresponding Preferred 

Labels. 

 Get all Occupations: Get the URLs and preferred Labels of all ESCO Occupations, or for a 

number of them, in a specific language. 

 Get all Skills: Get the URLs and preferred Labels of all ESCO Skills, or for a number of them, 

in a specific language. 

 Get Occupations and their info: Given as input, a list with the Preferred Labels of some 

Occupations and the language they are in, you get as output their info (URL, Alternative Labels, 

Essential Skills, Optional Skills). 

 Get Skills and their info: Given as input, a list with the Preferred Labels of some Skills and 

the language they are in, you get as output their info (URL, Alternative Labels, Occupations 

they are Essential for, Occupations they are Optional for). 

5.2 Set Operations 

The queries that fall into this group implement the set operations needed by our database. It is essential 

at this point to define two terms regarding the conjunction of sets, involved in the forthcoming queries. 

Specifically by “common” we refer to an intersection of two sets and by “range” we refer to the 

union of two sets.  Follows a list with them and a short description for each one regarding its 

functionality and its goal. 
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 Get common Essential Skills between Occupations: Given as input a list with the 

Preferred Labels of some Occupations and the language they are in, you get as output the 

Essential Skills that are common between those Occupations. 

 Get common Skills between Occupations: Given as input a list with the Preferred Labels 

of some Occupations and the language they are in, you get as output the Skills that are common 

between these Occupations. 

 Get range of Essential Skills between Occupations: Given as input a list with the 

Preferred Labels of some Occupations and the language they are in, you get as output all the 

unique Essential Skills of these Occupations. 

 Get range of Skills between Occupations: Given as input a list with the Preferred Labels 

of some Occupations and the language they are in, you get as output all the unique Skills of 

these Occupations, either Essential or Optional. 

 Get common Occupations between Essential Skills: Given as input a list with the 

Preferred Labels of some Skills and the language they are in, you get as output all the 

Occupations that are common between these Essential Skills. 

 Get common Occupations between Skills: Given as input a list with the Preferred Labels 

of some Skills and the language they are in, you get as output all the Occupations that are 

common between these Skills, either Essential or Optional. 

 Get range of Occupations between Essential Skills: Given as input a list with the 

Preferred Labels of some Skills and the language they are in, you get as output all the unique 

Occupations of these Essential Skills. 

 Get range of Occupations between Skills: Given as input a list with the Preferred Labels 

of some Skills and the language they are in, you get as output all the unique Occupations of 

these Skills. 

5.3 CV, JV and UoL Operations 

The functionality of the queries that handle the data related to the CVs, JVs and UoLs, along with a 

short description for each one, are as follows: 

 Retrieve all resources of a specific type and language: Given as input the type 

(CV/JV/UoL) and the language (en, el, ro, bg) of the resource requested, you get as output the 

features assigned to each entity depending on its type (i.e. for each CV you get the candidate’s 

name, its language and its URI). For each entity you don’t get its Skills and its Occupations. 

 Retrieve one CV/JV/UoL: Given as input the URI of the resource requested, you get as 

output all the data stored in the database and are related to it (i.e. for a CV you get the 

candidate’s name, its language, its URI and all the Skills and Occupations related to it). 

 Delete one CV/JV/UoL: Given as input the URI of the resource requested, you may delete 

all the data stored in the database and are related to it (i.e. for a CV you delete the candidate’s 

name, its language, its URI and all the Skills and Occupations related to it). 

 Store one CV/JV/UoL: Given as input a NEW URI, along with a set of features (i.e. for a CV 

you need the candidate’s name and its language) and a set of Skills and Occupations, you may 

store the new entity into the database. If the entity’s URL already exists in the database the 

insertion will fail. 
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 Insert all CV/JV/UoL found in a folder: This query was built for our convenience in order 

to quickly insert some data in the database and start testing and experimenting with them. 

Given as input the directory’s path, the resource’s type (CV/JV/UoL) and the language (en, el, 

ro, bg) of the resources found in the folder, all the Skills and Occupations extracted for each 

entity are stored in the database with respect to the entity’s URI. 

 Delete all CV/JV/UoL found in the database: Similar to the previous one, this query was 

also built for our convenience in order to quickly reset the database and start from the 

beginning in case we needed it. Given as input the resource’s type (CV/JV/UoL) and optionally 

the language (en, el, ro, bg) of all the resources stored in the database, all the data related to 

them are deleted. 

5.4 Complex Operations 

Finally, having all the stakeholders’ data stored into the TDB, we are able to implement methods to 

conduct the interconnections between these and the data provided by ESCO involving the Skills and 

Occupations. 

These methods operate in a hybrid manner, by initially acquiring data from the graph and performing 

tasks and mathematical operations involving them. At this point it is essential to give a short definition 

of a metric used in the queries described below. This is the Jaccard Index, which is a metric that is 

used to determine how similar sample sets are. The length of the overlap dividing it by the total of the 

union of the sample sets is a formal definition of the measurement, which stresses resemblance 

between finite sample sets. 

The functionality of the queries that implement the interconnections between the data, along with a 

short description for each one, are described below: 

 Recommend Occupations to a Candidate: This query calculates a weighted average of the 

Jaccard Indices between each CV found in the database and all the Occupations that have at 

least one common Essential Skill with it, and returns the top K, where K is a parameter given 

as input, irrespective of language. 

 Recommend Job Vacancies to a Candidate based on Skills: This query calculates the 

Jaccard Index between each CV and all the JVs that have at least one common Skill with it, 

and returns the top K, where K is a parameter given as input, irrespective of language. 

 Recommend Job Vacancies to a Candidate based on Occupations: This query finds all 

Job Vacancies that have at least one common Occupation with each CV and returns them. 
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6 Deployment and Accessibility 

The final, operational implementation of our approach comprises of all the aforementioned software 

modules purposed towards handling the ESCO provided data and the stakeholders’ data, apart the 

annotator modules described in Deliverables 2.1, 2.2 and 2.3. Regarding its accessibility from outer 

sources, as well as its interoperability with the rest of the “Bridging The Gap” project, its features are 

exposed through a RESTful API. The application is deployed on a privately owned server, running 

seamlessly along with the Apache Jena TDB. 

In the upcoming paragraphs of this Chapter, we describe the infrastructure of the API, the way it was 

deployed along with some details about the technology that is involved, and, ultimately, the syntax and 

functionality of the endpoints available. 

6.1 API: Implementation 

Considering the fact that the application is entirely developed in Python, the API that was designed is 

implemented through the Flask [23] (micro) framework. It provides to the end user 47 endpoints that 

expose all of the wrapper functions and features of the application, along with their variations based 

upon their inputs. Apart from the functions that constitute the endpoints and their utility, the API 

contains a module that implements multithreading properties (threads, processes and a queue) in order 

to facilitate the operation of time-consuming and computationally demanding tasks. 

Completing the API in Flask and running the application on a system yields a development server, able 

to provide testing and debugging capabilities. However, on the premise that our application should be 

able to receive a substantial number of requests by concurrent users, it has to be deployed on a 

production server. 

Flask as a framework depends on the Web Server Gateway Interface (WSGI) toolkit. WSGI [24] is a 

specification that describes how a web server communicates with web applications, and how web 

applications can collaborate in order to process one request. As so, we utilize the Gunicorn [24], a 

WSGI application server, to manage the workload requested to the application. Gunicorn essentially 

converts our development app server to a production app server, by passing the requests directed 

towards the application service onto workers that process a single request at a time. The number of 

workers is predefined on the Gunicorn server startup. It can be adjusted (increased or reduced) 

depending on the server’s hardware capabilities and the expected workload of the app, i.e. the 

maximum expected amount of concurrent users and the consequent average amount of requests. 

Finally, having established an application server, we use Nginx [26] as a proxy web server. Gunicorn, 

by design, is not capable to read connections directly from the Web, thus being further unable to handle 

the workload distribution on its workers produced by dynamic requests. Due to the fact that the all the 

available requests received and served by our application are dynamic, we use Nginx as a proxy to 

receive the dynamic request and pass it to Gunicorn, which processes it and returns the response to 

the Nginx, which in turn forwards it to the original client. 
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By deploying the Nginx web server, we complete a three tier architecture for our software: Nginx web 

server operates as the “Presentation Tier”, Gunicorn app server operates as the “Application Tier”, and 

the Apache Jena TDB, deployed on the same machine and accessed solely by our application, operates 

as the “Data Tier”. 

The complete system architecture is abstractly depicted in Figure 2. 

 

Figure 2: System Architecture. 

6.2 API: Endpoints 

The endpoints provide URLs that expose the aforementioned resources to requests. All of the endpoints 

implement either POST or GET type of requests. The server responds to the requests either by code 

200 on success, along with any data requested, and with 4XX codes in case of bad requests, timed-out 

requests, or failure to execute the operation requested. In case of internal server errors, the sender 

receives a 501 error code. 

All endpoints basically are wrappers around the queries described in the previous section except for the 

following: 

 Insert all CV/JV/UoL found in a folder: This query was built for our convenience in order 

to quickly insert some data in the database and start testing and experimenting with them. As 
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a result, there was no need for us to provide an endpoint for it because we wouldn’t like other 

users to have that kind of ability, i.e. to massively upload data in the database. 

 Delete all CV/JV/UoL found in the database: Similar to the previous one, this query was 

also built for our convenience in order to quickly reset the database and start from the 

beginning in case we needed it. As a result, there was no need for us to provide an endpoint 

for it because we wouldn’t like other users to have the ability to erase all data stored in the 

database with a simple API call. 

There is also one API endpoint that is not built around a single query. It actually combines multiple 

queries and functionality from some other modules in the framework. This endpoint is the 

extract_from_pdf. This endpoint takes as input a path or a URL to a PDF file and first uses the 

Annotator module to extract all Skills and Occupations found ion the PDF’s text and then uses some 

queries that fall in the “Basic Operations” group to convert the Skills’ and Occupations’ URIs to Preferred 

Labels and finally returns those to the caller. 

A list of all the endpoints along with a syntax and a response example for each one of them can be 

found in the appendix. 
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7 Conclusion 

In this Deliverable we managed to describe the way we handle the data inferred from the annotators 

and regarding stakeholders. We established a lexical common ground, within the context of which we 

integrated the acquired data and interlinked them through semantic relations. Moreover, we presented 

the theoretical context, within which our approach is implemented. We briefly described the concepts 

of the Semantic Web and the Linked (Open) Data, the Ontologies that outline the Semantic Web and, 

ultimately, we elaborated on the ontologies we used in our work, along with the tools to implement 

them. We then presented the data context that constitutes the infrastructure of our approach, the 

common semantic vocabulary between CVs, JVs and UoLs: Skills, Occupations and their in between 

relations, as described and assigned by the ESCO. We continued by developing a solution in order to 

interpret the work done in the previous deliverables, on the domain of information retrieval from 

stakeholders’ data. We, store them and utilized them efficiently, and, ultimately, interconnect them to 

the semantic context Finally, we described the architecture of our final, operational application, along 

with the means and methods necessary to one wanting to access it as well as the infrastructure of the 

API, the way it was deployed along with some details about the technology that is involved, and, 

ultimately, the syntax and functionality of the endpoints available. 
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Appendix 

 

Title Method Syntax Response 

Basic Operations 

Extract Skills and 
Occupations from PDF 

GET 

curl --location --request GET 
'<host_ipv4>:<port>/ \usepackage{} 
/extract_from_pdf?pdf_url=https://arxiv
.org/abs/1906.02337& 
language=en 

{ 
 "skills": 
  [ 
   "skill_1", 
   "skill_2", 
   "..., 
   "skill_N" 
  ] 
 "occupations": 
 [ 
   “occupation_1", 
   “occupation_2", 
   …, 
   “occupation_N" 
 ] 
} 

Get all Occupations GET 

curl --location --request GET 
'<host_ipv4>:<port>/ \ 
usepackage{} 
/get_all_occupations/<language>/<limit
> 

[ 
 { 
  “occ_preflabel_1", 
  “occ_uri_1” 
 }, 
 { 
  “occ_preflabel_2", 
  “occ_uri_2” 
 } 
 … 
 { 
  “occ_preflabel_N", 
  “occ_uri_N” 
 } 
] 
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Get all Skills GET 

curl --location --request GET 
'<host_ipv4>:<port>/ \ 
usepackage{} 
/get_all_skills/<language>/<limit> 

[ 
 { 
  “skill_preflabel_1", 
  “skill_uri_1” 
 }, 
 { 
  “skill_preflabel_2", 
  “skill_uri_2” 
 } 
 … 
 { 
 “skill_preflabel_N", 
  “skill_uri_N” 
 } 
] 

Get the URΙs from 
Preferred Labels 

POST 

curl --location --request POST 
'<host_ipv4>:<port>/get_urls_from_pre
f_labels’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
"preferred_labels": [ 
  skill_1, 
  occupation_1, 
  skill_2, 
  ... 
], 
"language": "en" 
}’ 

"uris": [ 
  skill_1, 
  occupation_1, 
  skill_2, 
  ... 
] 

Get the Preferred Labels 
from  URΙs 

POST 

curl --location --request POST 
'<host_ipv4>:<port>/get_urls_from_pre
f_labels’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
"uris": [ 
  skill_1, 
  occupation_1, 
  skill_2, 
  ... 
], 
"language": "en" 
}’ 

"preferred_labels": [ 
  skill_1, 
  occupation_1, 
  skill_2, 
  ... 
] 
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Get Occupations and 
their info 

POST 

curl --location --request POST 
'<host_ipv4>:<port>/get_occupations’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
 "occupations": 
 [ 
   “occupation_1", 
   “occupation_2", 
   …, 
   “occupation_N" 
 ], 
 "language": "en" 
}’ 

[ 
 { 
 alt_labels: …, 
 essential_skills: …, 
 optional_skills: …, 
 pref_label: …, 
 url: … 
 }, 
 … 
  
] 

Get Skills and their info POST 

curl --location --request POST 
'<host_ipv4>:<port>/get_skills’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
 "skills": 
 [ 
   “skill_1", 
   “skill_2", 
   …, 
   “skill_N" 
 ] 
 "language": "en" 
}’ 

[ 
 { 
 alt_labels: …, 
 essential_for: …, 
 optional_for: …, 
 pref_label: …, 
 url: … 
 }, 
 … 
  
] 

Set Operations 

Get common Essential 
Skills between 
Occupations 

POST 

curl --location --request POST 
'<host_ipv4>:<port>/set_op/occupation
s/common_essential’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
"occupations": 
 [ 
   “occupation_1", 
   “occupation_2", 
   …, 
   “occupation_N" 
 ], 
"language": "en" 
}’ 

{ 
 "language": "en", 
  "skills": 
  [ 
   "skill_1", 
   "skill_2", 
   ..., 
   "skill_N" 
  ] 
} 
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Get common Skills 
between Occupations 

POST 

curl --location --request POST 
'<host_ipv4>:<port>/set_op/occupation
s/common’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
"occupations": 
 [ 
   “occupation_1", 
   “occupation_2", 
   …, 
   “occupation_N" 
 ], 
"language": "en" 
}’ 

{ 
 "language": "en", 
  "skills": 
  [ 
   "skill_1", 
   "skill_2", 
   ..., 
   "skill_N" 
  ] 
} 

Get range of Essential 
Skills between 
Occupations 

POST 

curl --location --request POST 
'<host_ipv4>:<port>/set_op/occupation
s/range_essential’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
"occupations": 
 [ 
   “occupation_1", 
   “occupation_2", 
   …, 
   “occupation_N" 
 ], 
"language": "en" 
}’ 

{ 
 "language": "en", 
  "skills": 
  [ 
   "skill_1", 
   "skill_2", 
   ..., 
   "skill_N" 
  ] 
} 

Get range of Skills 
between Occupations 

POST 

curl --location --request POST 
'<host_ipv4>:<port>/set_op/occupation
s/range’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
"occupations": 
 [ 
   “occupation_1", 
   “occupation_2", 
   …, 
   “occupation_N" 
 ], 
"language": "en" 
}’ 

{ 
 "language": "en", 
  "skills": 
  [ 
   "skill_1", 
   "skill_2", 
   ..., 
   "skill_N" 
  ] 
} 
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Get common 
Occupations between 

Essential Skills 
POST 

curl --location --request POST 
'<host_ipv4>:<port>/set_op/skills/com
mon_essential’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
 "skills": 
  [ 
   "skill_1", 
   "skill_2", 
   ..., 
   "skill_N" 
  ] 
 "language": "en" 
}’ 

{ 
 "language": "en", 
 "occupations": 
 [ 
   “occupation_1", 
   “occupation_2", 
   …, 
   “occupation_N" 
 ], 
} 

Get common 
Occupations between  

Skills 
POST 

curl --location --request POST 
'<host_ipv4>:<port>/set_op/skills/com
mon’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
 "skills": 
  [ 
   "skill_1", 
   "skill_2", 
   ..., 
   "skill_N" 
  ] 
 "language": "en" 
}’ 

{ 
 "language": "en", 
 "occupations": 
 [ 
   “occupation_1", 
   “occupation_2", 
   …, 
   “occupation_N" 
 ], 
} 

Get range of 
Occupations between 

Essential Skills 
POST 

curl --location --request POST 
'<host_ipv4>:<port>/set_op/skills/range
_essential’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
 "skills": 
  [ 
   "skill_1", 
   "skill_2", 
   ..., 
   "skill_N" 
  ] 
 "language": "en" 
}’ 

{ 
 "language": "en", 
 "occupations": 
 [ 
   “occupation_1", 
   “occupation_2", 
   …, 
   “occupation_N" 
 ], 
} 
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Get range of 
Occupations between  

Skills 
POST 

curl --location --request POST 
'<host_ipv4>:<port>/set_op/skills/range
’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
 "skills": 
  [ 
   "skill_1", 
   "skill_2", 
   ..., 
   "skill_N" 
  ] 
 "language": "en" 
}’ 

{ 
 "language": "en", 
 "occupations": 
 [ 
   “occupation_1", 
   “occupation_2", 
   …, 
   “occupation_N" 
 ], 
} 

CV, JV, UoL Operations 

Retrieve all GET 
curl --location --request GET 
'<host_ipv4>:<port>/ 
retrieve_all/<resource_type>' 

[ 
 { 
  "language": … , 
  "name": … , 
  "url": … 
 }, 
 … 
] 

Retrieve one POST 

curl --location --request POST 
'<host_ipv4>:<port>/retrieve/<resource
_type>' \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
 "url": … 
}’ 

{ 
 "language": … , 
 "name": … , 
 "occupations": 
 [ 
  occ_1, 
  occ_2, 
  … 
  occ_N 
 ], 
 "skills": 
 [ 
  skill_1, 
  skill_2, 
  … 
  skill_N 
 ], 
 "url": … 
} 
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Delete one POST 

curl --location --request POST 
'<host_ipv4>:<port>/delete/<resource_t
ype>' \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
 "url": … 
}’ 

Confirmation message 
that requested resource 
unit was deleted 
successfully 

Store one POST 

curl --location --request POST 
'<host_ipv4>:<port>/store/<resource_ty
pe>' \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
 "url": … , 
 "name": … , 
 "language": … , 
 "skills": 
 [ 
  skill_1, 
  skill_2, 
  … 
  skill_N 
 ], 
 "occupations": 
 [ 
  occ_1, 
  occ_2, 
  … 
  occ_N 
 ], 
}’ 

Confirmation message 
that requested resource 
unit was stored 
successfully 

Complex Operations 
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Recommend JVs to a CV POST 

curl --location --request POST 
'<host_ipv4>:<port>/jobs_suitable_for_
cv?based_on_occs=&top_K= \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
"url": <cv_uri> 
}’ 
 
Example: Get top 10 JVs recommended 
for a CV based on common 
Occupations. 
curl --location --request POST 
'<host_ipv4>:<port>/jobs_suitable_for_
cv?based_on_occs=1& 
top_K=10’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
"url": <cv_uri> 
}’ 

[ 
 { 
  "jaccard_index": … , 
  "language": … , 
       "skills_in_common": 
   [ 
   skill_1, 
   skill_2, 
   … 
   skill_N 
   ], 
, 
   "url": <job_uri> 
  }, 
  … 
 
] 
 
Return format in case 
based_on_occs 
parameters is set to a 
value 
[ 
 { 
  "language": … , 
   
"occupations_in_commo
n": 
  [ 
   occ_1, 
   occ_2, 
   … 
   occ_N 
  ], 
   "url": <job_uri> 
 }, 
 … 
 
] 
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Recommend 
Occupations to a CV 

POST 

curl --location --request POST 
'<host_ipv4>:<port>/occupations_suita
ble_for_cv?top_K= \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
 "url": <cv_uri> 
}’ 
 
Example: Get top 10 Occupations 
recommended for a CV. 
curl --location --request POST 
'<host_ipv4>:<port>/occupations_suita
ble_for_cv? 
top_K=10’ \ 
--header ’Content-Type: 
application/json’ \ 
--data-raw ’{ 
 "url": <cv_uri> 
}’ 

[ 
 { 
    
"essential_in_common": 
  [ 
   skill_1, 
   skill_2, 
   … 
   skill_N 
  ], 
  "jaccard_essential": … , 
"optional_in_common": 
  [ 
   skill_1, 
   skill_2, 
   … 
   skill_N 
  ], 
  "jaccard_optional": … , 
  "weighted_avg": … 
 }, 
 … 
] 
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